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f5rdE: 7825H(&75)09:15-09:45
|’ & A #hiElm

iCRp: &T

FREEsAfL: FBREEARE (M)

AAEN: #HEE, SBREEARZE (TN #ENZSLTEEELIHRE, ITARFHHEE. REHE, N
FHREHE (IEEE Fellow) 88T, ABFHEAFHPGCARAESERBRITERIIPOFERAMART. AR
FREANSELE. iiEFE5 &M &R 5AI for Science, B 7 NeurlPS (Spotlight) . ICML, KDD
(Oral). AAAI, WWW (Oral) £ERARSNARFKIEN15RR, Google ScholarRit5|H500RR, ELREREBREEKAZF
(I~ ) DSA Excellent Research Award, Si&E{EMMAST@ACM MM 2025, ICME 20265, MM4TS@AAAI 20262 2 i
&, HIEFAAIESNEFZERESEZR, MUKNeurlPS, ICLR, KDD, TPAMIZESIUFIHTIEBA. SENELRICIZAKE
PA. 92012 E. MSREENBRFORBANENBZZIRRETELE, REFARR. TURESHEFHER,

REEE: BRNEEY: SESEA. BRZUSEBER
BB Learning Across Space and Time: Multimodal Perception, Cross-Domain Generalization, and Robust Adaptation

REET WLHRFHET. Sk, RESESHERFEETAMMELEC. BXBENMXEEREN. 8%, SERHmyE
ERESFEREN, EERBAERSESUN, BEXEESMBBIMERMCSHhE. B "WALEREREBERNSHR, ZHRIRRD
HE, AERMEEHPREEN" X—&ZOBE, AMREBNB=AEEBHNOARSTH: B, BIEHSESRIESURIES
RE, BEEENSEENSHAHSHRMMEEEND, BX, BENZEFHEMER, TNERE. BERENIRERSZ
, &E, BIRAEENENCSIHIMRCIZNG, MYELMEPIREFHRNOMES. EREME, REGE—SNEER
MEZSRNESHTICIZRER, FRE2EREENETUNERFBERERM. KBICIZS8ERE.

RE&aTE: 7B25H(A7)09:45-10:15

BEA =X

TRl &

FRESf:: FINREEAZE

PAREN: Z=2—X, AEFNEEBERFIHTESEERAZREEARE, TENEATS RS, TJENEE
3, AEsBREEBER2EERRAZZEAR. UE—FEHBERNEFEE
ICLR, NeurlPS, ICML, NDSS, ACL. AAAI_ CVPR, IEEETDSC, IEEE TIFS EEFrSINFIEATIAZE CCF
ARIBNTRE, BRFASIH 2200 RX, SAIAREREFEAEEEIRESHE. BME5REXTF. SeXRITFURATE
ATERERS.

REME: AUEESTREATERAR: MEBERLIFERETS

H B : Building Trustworthy and Controllable Al Systems: From Model Security to Agent Safety

FEEMN: BERNESREFNTMNATERTEELAREALY. BRIEHSELRERENERER, ATSRTSRAABNE
—REEEY RISREREH., FREENBEALERTEAHNRIIAR, SERENESKNESEEFTNENIRESH
., RIEREREERKRZREZSTN, URAAEIERAETHIENZ2KE T G5EE, AR E, REBH—SITHEW
MENA TSR NN SHEERE TR R, EFRIEURE, NTSEENEE. TENATESRRSA.
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SEFHEN

fe&RdiE: 78258 (&7%)10:35-11:05
®R & A TR

iCIRER: &L

FRTEBGL: BSImmAS

PAEN: =R, EEEBRsR, NEEBE T AFResearch Fellow, EERRAEADHREESITER
B, MBEERRERFIIRIT, fTF2017FREARRBAZEERREELZM, BLTHEEEEZERMNAEX
FEREEF—F. 2017FR20215F, GEEPNIRFHFRSS=NRIEXZHFZENEELFHARIIE.
2021538 E2026538 , (FRTFHLAETBERE, HESKARRA. BXH/SEZNMERBANZESIWME, 7EIEEE
JSAC/TIT/TIFS/TCOM/INFOCOM/ISITE S K FEHH/SW ERRFARNIEN30RE, bFF e THEE R LW HLi-Liu-Tang
TransformationfY4RiBEEIR T IENRIR T SREMDSERETRRMNIESHAFTER, FAHERE (MPRE) BRlEH, MY
HREREEATHRZIEARENHRDNATFo X FE~RMBRAS. MEFRKT20175FHAIEEE Information Theory
SocietynU&HIIEEE Jack Keil Wolf ISIT Student Paper Award,

REEE: BASHTATHESRETENERRETE

REEN: BESHNFERFAMERKYT X, PREFEESHAES. NAUERESETEEHNREN, BEDRIESESEFIHTER
RLARZ/OFF 4, BREFKRITHIXERE. RNFHEBE (MSR) BEEBERSEAFEIRANGIET, BEERENETRES
FTETHNSEE, RUAFREBIENARAR, RAMMSREBEXNSBHTEHNAEIGNA. AREFENB—FBERE
73k, TEBEBMDSIERRAMSRES, WEIE ERRT RIESHERMMSRIBMIEHER, ZENANABESREDOBIESTREX
KBRS BE, FEETIRSE, RETESHAFHMAR THNREUERDR, SERMREEMTRESEREMEMLE.

fE&RdE: 78258 (&7%)11:05-11:35
®RE A EEB

iCRE: &L

FRTESA(: BRMT KR

PMAEN: BRR RAARKATRPEAZEERAZRELARE, EERRLTAAKNESRENB[ES
SRAFREP. HARERRNAUEXNESREEREEREESIESEMRENNER, SRR, T
RABRAIFERRIR, AMEFAEENTENE. 2et5TEEN. EEINR, ERKESREES
HBEHMME. BEEX. BRENARBRESEARTFARART RFEMR, BXMRERTHRAT ICML, NeurlPS, IEEE
TNNLS SERSINAEAT]. A REREEMNKIESEHEEN "EFEREND" #—FEA "7, TEs. J8RIE" , AEK
XA TEENZ 2 EPENRFENBRARA .

REE : THsNMIGHEEENNESRMERSE
B : Less is More: Geometric Unlearning for LLMs with Minimal Data Disclosure

REESN: MEXNESEEF ZNATEIRE, NARERMARE. $ELENMRENRER, BREETINREREE, EBR
AAEAIERTOENEERR. A, REXNESHREBETH ZEBEFTEEFNNARQIIIGERE, FERBMANEESEIERE
HIEHITSHER. IAMNEMTHESHIERE, ETREETEETHREEHRES. FMREBNBHNRLHOVATESS
i% Geometric Unlearning (GU) . Z7mizARELERKIIGER, MEMNBELSBEGIHERNEEREKIET, BREA
RREEMBREANERSKREANTE 260" . ZZEANDEBZESERFP RIS IEIRT T AN AR
A&, B, FEBTAERITEENZRBAOR, HOBETEENIFEFRIRIIREEREONE. XA ToFUFRMASH
ETEE LT TIFE, SREA, GUBEBEARDESREAEIINRENBFAIRNEG, ARFRSFEAEEIFERMES L
RItERE. IREEBITICIZITERZORITLAR "ITABENMIRNE" 5 "SEERBEERMERER" Z@E8X5).
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fE&rdEl: 78258 (&7%)15:00-15:30
R E A: I8

iCRp: &T

FRiEsafy: EAZF

PAEN: E18, MAFBAZEFARBEAZKSELIENARR, ARBEIBERAETRATERENZ
ZH& XYLab AR A, BTHEEIRIAFSEFEIAFZNRKSELIES, FRRDIAXZTENMZEELE
i, AR TFRFRETWARY, HAREERERBUEZIPHNENRR. BEESEHSEREREREK, ERX
ERENN. BRSEERR. KEFESRIRNEHSIRAR. EUS—IFENBERIEEZHE NeurlPS, ICML, AAAI
M CVPR EMBATEESWRARKRIEXE R, F3% NeurlPS Spotlight 71 AAAI Oral, FREMIFRFSN, BRI T HEN
BUFIEHEPOTRE. RERRMML. EREHMES T EREFNFHRTNAEE, ERFHSSSW~FREGFIE, FiE
fEICML. NeurlPSEEFRSNRATIBEHERA.

REER : HEHBUEFEIDIRE: BRASAXESET
WY E: Advancing Exploration in Reinforcement Learning: Toward Practical Embodied Control

REEN BUFIBIERASHRENFEREAEFIRKRE, ELNESERSETEHINERRARKE. A, £ET
SRINMED, SHENN. BREERER. KEEFRRURAMRDESKHAHESE, FERETRSHHSINRENRRT
ZHIRKETERE, BETRN. FRPRBTREYERFER. FRESESR "NETRRUEIVEEGNE. TT ROREN
#" BF, MA—FRIERRLESESHRRGE. 8%, FASHERSBEXNRSEEMERRR, EEEANTLKIE
BRERBXNIRSEN, #—F, BETHEEZIMETALAMRER, £RERTFZRPREENREMNSHLRRTH;
R FES, SINETRSEMUNEERRESN, FEEAESEESRRE. HEAKBXRSTHELHITRER, X
ENB/AFIR DR, WESZEITEBOMNENRIEN, SREDMERREUHEE. SRURENFER. BXTEE
M. EEEG. ERSM. NBEARFNDERSSESPRIETEASFINER. RREE. KBRS ZHENTEN
nB. &E, REEBEETURRMHUELRNA, [TIERCEIRREZNNERAREAILIHEMEIGNZME. TEMEM
A RER—.

R&Rd1E: 7B258(A7<)15:30-16:00
& A Tus

iCiRE: &TF

FREsafy: EMHhASE

NAE: Tz, EBPXKEMM LabfE4E, SITHERNKR, ARWUKER=HEER. WRERS
‘ ESE®, MNTERE. TiHFE. IREN=ZEMHRERURHFELENSATRNONAMRE, &
CVPR, ICCV, ICLR, ICMLEFERRSBTIAFRIEX16R, HPE—/H—1E8RE, HIFRMRIRECCV Oral,

REME: N=84RERIR S8

REEMT ZEMREATISTYIEERNERORET, HoJER. TiFE. IRENEENESERNAREXEE. A RE/
O BERSRE=EWIRERFAEIGIHE. BRSEERKRET, RENENEERASEEREER, BHEXIS SRS
I, FEMBERS TIRAGEINGAROEREERA, EFEIVNRETETMREMERAOERANIERE, RITUNMEER
PSSR E S HNYIELR, RIS AEEIRESPIERSHITED.
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SEFHEN

HRE&ERE: 75258 (A75)16:00-16:30
® & A BE=F
TR &TF
FREEN: FHmmRtEXE
‘s PAEN: BER, EBHmAZEL, ITNEZEESE. ERERRTAZELRAREBELE, HMToby
‘t Walsh#i% (BAFTARRLT) . BRFK2023FESBHEHAERAHEARRARG2025FECCFERERSS
"

—~
N

BRARANFELIEURE R, TEARADASFEEENGIRIT SHIIRFEL, BHTESRMEHFIH
ERRROVESLFYE, BERBEZREELE. 2T k. RENHZFSAPENE. HARKRER
SODA. NeurlPS, AAAIESIUARIEXTRE, FHiEEZArtificial Intelligence, ACM Transactions on
Economics and ComputationZFEATIHIEFBA.

IRERE : Likelihood of the Existence of Average Justified Representation

IRE™@N: We study the approval-based multi-winner election problem where n voters jointly decide a committee
of k winners from m candidates. We focus on the axiom average justified representation (AJR) proposed by
Fernandez, Elkind, Lackner, Garcia, Arias-Fisteus, Basanta-Val, and Skowron (2017). AJR postulates that every group
of voters with a common preference should be sufficiently represented in that their average satisfaction should be
no less than their Hare quota. It is well-known that a winning committee satisfying AJR is not guaranteed to exist for
all multi-winner election instances. In this paper, we study the likelihood of the existence of AJR under the Erdés-
Rényi model. We provide a clean and complete characterization of the existence of AJR committees in the case
where m is a constant and n tends to infinity.

iREASE: 7H25H(A7%)16:50-17:20
® & A FO0R
L : &T
G FRrERf: FERHRAE
)~ NN 2026F7HBLENVFEBRIIKSE, NEBRBETEzMAAZ T, KBENHTHRAERESS
BSERENERRGE., 2ARBREEEFICML CVPR, ICCV, TIP, ACMETRSWNFIET], EARLBRRS
5pmBgithubBFEstanikSk, FAKOMR, S5)IGFARBRETREHAKRE, EFRMKINIATIRE
RIE 2.
00 00 O Learning Consistent and Interactive World Models with Generative Priors
&R The rise of generative models has catalyzed the development of world models that are both geometrically
consistent and interactively responsive, offering unprecedented capabilities in simulating real-world environments.
However, transitioning from pixel-level video generation to structural world modeling faces key challenges:
ambiguous 3D reconstruction from incomplete views, inconsistent 3D/4D generation from a single image, and the
tradeoff between real-time interactivity and long-term consistency. We address these challenges through three
novel frameworks that enhance the consistency and interactivity of video diffusion models.

First, we tackle the ill-posed problem of 3D reconstruction from sparse views. We introduce ReconX, which
reframes reconstruction as a temporal generation task. By constructing a global point cloud as a 3D structural
condition, ReconX unleashes pre-trained video diffusion models to synthesize high-fidelity, view-consistent frames,
which are then optimized via a confidence-aware 3D Gaussian Splatting (3DGS) scheme, outperforming prior
methods across real-world datasets.

Second, we extend the generative prior to consistent 3D and 4D world creation. We present DimensionX,
which decouples spatial structures and temporal dynamics in video diffusion models via the ST-Director, a pair of
spatial and temporal LoRA directors trained on curated dimension-variant datasets. This decoupling enables
photorealistic 3D static scenes and 4D dynamic sequences from a single image. Moreover, we incorporate a
trajectory-aware mechanism and an identity-preserving denoising strategy, demonstrating improved spatial and
temporal consistency.

Finally, we propose WorldPlay, an autoregressive video diffusion model that achieves both real-time
generation and long-term geometric consistency. WorldPlay introduces a dual action representation unifying
discrete keyboard inputs with continuous camera poses for robust controllability, and a reconstituted context
memory that retrieves and reframes past observations to preserve geometric fidelity over extended horizons. To
enable real-time inference without sacrificing memory integrity, we further propose context forcing, a distillation
strategy aligning context distributions between teacher and student models.
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frErdE: 78258 (&7X)17:20-17:50
&’ & A B=R

iCRp: &T

FRTESAf: REREKRZ

MAE: BH=E, WAEE Emory University it BRI ZELTHRE, TEMRRSEEHE Graph
ML, Generative Al Agentic Systems, EfRXTNEFBIEIR. X&, KEMPTNTEHNELEES.,
MEEBHTERERE, BETIHNERPFENENERRERE. BXRKRERET
ICML. NeurlPS. SIGIR, KDD. ACL. NAACLEZE[FZALIN,

#RERTB : Learning Structured Intelligence from Knowledge and Experience

REEN: SREMREEFENANERIETZIRINE, EELEERXR. FITKIESURNZELR PRERHTTE
FEPERR. AREEX—ZOEERERA: NAEATSEERFEBLKN. FRFAHAECINRSZEHENE, NMREFAH
HIE, THHFEIRN? REBANBUABLERRR, BEXH. EREZRSTANTARAELEH, FEIERR. BRTF
SIFMEREREN, FEEMENEEEANMREOHENRTHTERNNEERRNEEREE. BE, REGHE—SITHCUTHXIPE
MURRRREERERS: BESKER. TRER. ERABESHITIERTATEINGS, HRBRRERIREHNMICERE
FRBEes . REHRI. BEEFEMHTRE. REREFITCNERARIR. 731, RESEFNUZENDR, LARERE
ENAFFERBUA B R AR RKAR T E.

RESEHE: 7H26H(FH)09:00-09:30
R & A BERE

iCiRp: &L

FREEBRAL: FH IR

MBI SRR, EBPXKFUHENRZSTIRABLE, SIMETsung-Yi HofiE. MAETRAFERE
THEZZTZEAM, ELUS—(FEERFPBHMNSWERTSRIEX, BRINARSGARKESEER
%, BFRUTBHtE.

0 0O 00O O Expert-level Physical Design in Electronic Designs

REREM EREFRITEINRNE, RENENOMERRMEREELFE, TURELREFPNEERBAXLIREIMOFHTF
m, UsR&REhBHNIRESHE. RERE, #RETHNNGEEUGERERBE, EHBMRINEEMEERTME
BIF, FELHITEREMFENMN, B, ELRTHRITAOREETERT ZMELENENSREELTAL, 1
St TAFREHIMAFERITER, BECREZRZVENRIFELUFHE IR, $3 EiRbka, HARETREEI
BRI H—ATRRITER (DATE-26) , E-RETXRESRENERRITTTIE (ICML-26. DAC-26) . SEEEMNIKzN
BIEALE, FMAARBNZEEAMEFETUNEFE LRET BERA, MEAERNIRRERE L, BRUEERNOREESYE
A, EWETIRNAESLHXK.
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SEFHEN

RERTE: 7826H(EH)09:30-10:00

| s A e
= FREEBARL: SUFARS

AAEN: KB, URKFATENRELEMRRR, S/ESITARobert Mullins#idg, fEFEBRFHKEIUE
MBI FE 20, SIMAMMLabZFHE, ETHE, BERERFERAZRMTHORIGEFS, HDavid
Z. PanHBUZ(IEEE/ACM FellowligS. BB RHEAFMEAUMEEXZFTZM., HAHARSEAIERESE
FiRiIT BB ATIERE(Al for EDA), FARMERKLKFTFNeurlPS(38Spotlight). ICML, AAAI, DAC. ICCAD, TCADZTR%
RWHET., MEREBEFELIREE, HARIIENEAAAI 20255BEXIMAIENX.

REEE : ETFARNEESHIZT

REEN ARTARTE—RSHEERTEFELRFENTREMRAKBNE . MRIREERIT A TEENAMRAE L3
BEX—ER, IMAVERBIBRERESSXBRITATHENNE, FNEMABEE, ERARSDGHRITHNG—EBR. EYE
RITEEARSENBBAFINARCZHELBEERBEX—EFES, EEAKNTREELENERERA. EBEKIRITE
H, BERKESHEENAEAZERRITREELEESHFEIIGFNER FTEMENBEESNEMNL, XEFXEEARNE
& BERRITOAEFRREAAESFINRFEN., FARBERNBHERBRNSENBRRAR, BERENEFZISBFR
B ZENGEE, X—RIAREEIACHRITNEEN, FEEREZA, ROSTHEENATIEAN,

IRE/IIA: 7826H(ER)10:00-10:30
R & A TEF

O %&b

FREERRQL: RERIEFRAKE

MNABT: Zezhong Ding is a Ph.D. candidate in the Data Darkness Lab (DDL) at the School of
Artificial Intelligence and Data Science, University of Science and Technology of China (USTC),

supervised by Prof. Xike Xie. He was a visiting student at the Department of Computer Science,
Hong Kong Baptist University, from 2024 to 2025, working with Prof. Jianliang Xu. He has published several research
papers in prestigious conferences and journals such as SIGMOD, SC, NeurlPS, ICML, KDD, ACL, and TC. His research
focuses on data management, machine learning, and computer systems over big data and large models, in particular,
big graphs and foundation models. Homepage: zezhongding.github.io

0000 OFrom Graph Partitioning Algorithms to Scalable Graph Systems: Algorithm-System Co-Design for Large-
Scale Graph Computation

IRE®N: The domain of large-scale graph computation has rapidly emerged as a pivotal force in modern Al, driving
transformative advancements across diverse domains, from social network analysis to drug discovery. However, the
inherent complexities of real-world graph data—characterized by sheer scale, dynamic evolution, and high
velocity—pose formidable challenges for current graph neural network (GNN) training and processing systems.
Addressing these bottlenecks necessitates a paradigm shift, moving beyond isolated algorithmic improvements
towards a holistic Algorithm-System Co-Design approach.

This talk specifically delves into our works in large-scale graph processing, showcasing an end-to-end co-
design approach: from the innovative design of graph partitioning algorithms to the development of robust system
frameworks that synergistically optimize both partitioning and GNN training.
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R&afE: 78268 (@H)10:50-11:20
| & A A
R &T
d ' FREEBARL: HERAS
“ AMAB: XK, EEELEAS (University of Warwick) HlSEZIJETHRE, 5 ETProf. Peter

—
-

-~

Triantafillou5Dr. Eleni Triantafillou, AR RN FRALREAS, MMILBEEIE. KEBUISTNERER
%, ANREEZESPREBETZRTEITFM (Diplomed’ Ingénieur) , TERRALABAIRE, ERX
FTERAEE (BRFRUREESESHEE) NMANXERPPN R/ ES (Machine Unlearning) . #E B2 17
( Memorization) 5l fA R P E T, HEXBKREAEAFETF NeurlPS. ICMLEEHRR A TS L2, FEE
NeurlPS, ICML, ICLR, TMLR £ ErSXFIEFIER A, Z1E NeurlPS Machine Unlearning Competition, NeurlPS
WorkshopZHHEESLMA, MIEWomen in Machine Learning (WiML) Boardfi R,

0O 0O OO 0O Learning to Forget: Machine Unlearning, Memorization, and Privacy in Foundation Models

REBMN: BEENRFZIEEK ZHA, NERRESIISEENEENEE, ELRARMRIPFITEAIERTNEER
M, AIREBMN "R (Right to be Forgotten) " Wk, NEHESES (Machine Unlearning) BMIEABEE, URERID
fZ (Memorization) EEEENSERAMXKFIOVEER. B "NELREERBEEEREINEANEESCHEEER" X—#%
DR, EFEFRIEREMERNREPNERAR, RTHEETHEE. BRECZNAUEMETEEZNRIT, DRNEFR BEEERER
NEIBEWEEERRRESI)GEENNG., &5, B ATERNATHNSETRITEN 51T, DURRKTEALERE
KRR,

REEHE: 7H26H(FH)11:20-11:50
k& A BRT

LR &T

FREERRAL: JERAE

PAEN: BRT, ERAXEHENZRINAHTEARPOBLRRE, MAEDEZND, FRELTFIERX
FERI. MHOMRDEARECHENME, EEXTTLUETEEZSAMNERIETE, BRIEHDTRITRN.
NSMAMEFTIHERETHBAREE L. BXARMRAFRT FOCS. SODA, ICALP, ICML#]ICLR
FEISTH BRI ZSTREZIWHERFE RN,

O 0 OO O Local Search for Clustering in Almost-linear Time

.“

IRE™TT: We propose the first \emph{local search} algorithm for Euclidean clustering that attains an $0O(1)$-
approximation in almost-linear time.

Specifically, for Euclidean k-Means, our algorithm achieves an $O(c)$-approximation in $\tilde{O}(n* {1 + 1/
c})$ time, for any constant $c \ge 1$, maintaining the same running time as the previous (non-local-search-based)
approach [Dupr{\'{e}} la Tour and Saulpic, arXiv'2407.11217] while improving the approximation factor from
$0(cn{6})$ to $O(c)$. The algorithm generalizes to any metric space with sparse spanners, delivering efficient
constant approximation in $\ell_p$ metrics, doubling metrics, Jaccard metrics, etc.

This generality derives from our main technical contribution: a local search algorithm on general graphs that
obtains an $O(1)$-approximation in almost-linear time.We establish this through a new $1$-swap local search
framework featuring a novel swap selection rule.At a high level, this rule “scores' every possible swap, based on
both its modification to the clustering and its improvement to the clustering objective, and then selects those high-
scoring swaps.

To implement this, we design a new data structure for maintaining approximate nearest neighbors with
amortized guarantees tailored to our framework.
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IRERME : Mean-Shift PCA by Knockoff Mean

IREM™ ™ Removing noise is difficult, but adding noise is easy. In this work, we show how to eliminate mean-shift
noisy components from PCA by deliberately introducing knockoff mean-shift perturbation. Standard PCA is highly
sensitive to shifts in the sample mean: a small fraction of samples from a shifted distribution can cause large
deviations in the leading principal components. In high-dimensional regimes, existing Robust PCA approaches
cannot handle the mean-shift contamination structure inherent in the mixture model. Using tools from Random
Matrix Theory, we prove that the mean-shift spikes are spectrally separable from the stable eigenvalues of the
original covariance. Furthermore, the original eigenspace remains asymptotically invariant to the contamination,
independent of the mixture weight. Exploiting this spectral stability, we propose a simple, two-stage PCA algorithm
by adding knockoff mean that identifies and removes the mean-shift component using only standard PCA

operations.
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REZE: Self-Evolve Agents with In-Distribution Optimization

IREET: Large Language Models have emerged as powerful controllers for interactive agents, yet training them for
reliable long-horizon decision making remains hard — a core difficulty being credit assignment under delayed,
episodic rewards. We propose Q-Evolve, a self-evolving framework that unifies automatic process-reward labeling
and policy learning within a principled in-distribution reinforcement learning paradigm. Each evolving iteration
learns an in-distribution critic from a hybrid off-policy dataset that mixes expert demonstrations with agent-
generated trajectories, stabilizing Bellman backups in sparse-reward settings via a weighted Implicit Q-Learning
objective. The learned value function then derives step-wise process rewards through advantage estimation —
dense, reliable supervision without environment backtracking or human annotation. Using these signals, we perform
behavior-proximal policy optimization over the same data used for reward labeling, enabling iterative self-
improvement without exacerbating distribution shift. On AlfWorld, WebShop, and ScienceWorld, Q-Evolve
outperforms strong baselines in sample efficiency, robustness, and overall task performance.
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IREME: KESHEERNNEGER: BIREEAESTEBRINFR

BYRIE: The Lifecycle of LLM Backdoors: Backdoor Attack Persistence and Reliable Removal

REEMT BEXRESRER ZNAEZRESS, RIANEESEER)IGHMBSEPRHEN. ARENRESHEHE D
W, NMBEMNEXNESREBIWESBROAR. ERNEEHESS, BNESZITRHMBSIRNSHERMTN, SHRE
KW, FIHX—EE, FAJRH BAD-BOOM, BEHREMFREINRAANM, REENEFBHMARETHNSELE. ERNBEK
ESF, FRNBELFASATUNEER LRREDZME, BEARLEEENARER, NMISEFNZE2RRE. HYX—AK,
HANRHRGA, BIMSHETETREHARSHRS, ARIFERDXUENEN, EURMBERERMTRIRR, HNOHR
=B, KESRERNZeFTERFEDY)I%G. THERSRLEENETRE, RMNNIRFTEBEIREHEFE. UHRER
, UURBERHREILEBRR.

As large language models are increasingly applied to a wide range of tasks, backdoor risks continue to evolve
throughout model training and downstream fine-tuning. This talk presents our research on LLM backdoor attacks
and removal from both offensive and defensive perspectives. For backdoor attacks, malicious behavior is often
sensitive to parameter changes introduced by downstream fine-tuning, which may cause the attack to fail. To
address this issue, we propose BAD-BOOM, which broadens and smooths the backdoor loss basin to improve attack
robustness across different fine-tuning settings. For backdoor removal, conventional gradient ascent may appear to
eliminate the original backdoor effect, while in fact merely shifting the malicious behavior and introducing new
security vulnerabilities. To address this phenomenon, we propose RGA, which dynamically adjusts the unlearning
strength and constrains parameter deviation. This enables more reliable removal of malicious model behavior while
preserving normal classification performance. Our research shows that LLM backdoor security must be considered
throughout the entire process of model training, downstream adaptation, and security remediation. Backdoor
evaluation should systematically examine whether malicious behavior persists, how it changes, and whether it can
be truly removed.
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